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Introduction

● Human has the innate ability of perceiving rhythm: heart beat, walking

● Let’s tap along this song
○ Check the beat and downbeat 

ISMIR 2021 Tutorial: Tempo, Beat, and Downbeat Estimation Matthew E. P. Davies, Sebastian Böck, Magdalena Fuentes



Introduction

● Rhythm has a hierarchical structure
○ Beat: the basic time unit of music
○ Downbeat: the first beat of measure

● Tempo: beats per minute (BPM)
○ Determines the speed of performance 

ISMIR 2021 Tutorial: Tempo, Beat, and Downbeat Estimation Matthew E. P. Davies, Sebastian Böck, Magdalena Fuentes
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Rhythm Transcription

● Consists of several cascaded tasks that detect moments of musical 
stress (accents) and their regularity

Beat 
Tracking

Tempo 
Estimation

Onset
Detection

Musical 
Knowledge



Onset Detection

● Identify the starting times of any music event 
○ They are not necessarily on the beat

● Types of onsets
○ Hard onsets: percussive sounds (piano, plucked strings, marimba, drums) 
○ Soft onsets: source-driven sounds (singing voice, woodwind, bowed strings)

[M.Muller]



Example: Onset Detection

0 1 2 3 4 5 6
−1

−0.5

0

0.5

1

time [sec]

am
pl

itu
de

“Eat (꺼내먹어요) ”
Zion.T



Example: Onset Detection
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Onset Detection Methods

● Traditional methods
○ Hand-crafted features + rule-based onset decision

● Classification-based methods
○ Binary classification: onset or not onset
○ Supervised learning with a classifier



Onset Detection: Traditional Method 

● Onset detection functions (ODF)
○ Frame-level energy

○ Half-wave rectification of frame-level energy

○ Spectral Flux
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A Tutorial on Onset Detection in Music Signals, Juan Pablo Bello et al. IEEE TASLP, 2005



Onset Detection: Traditional Method

● Post-Processing
○ Low-pass filtering: remove small peaks
○ Down-sampling: for data reduction
○ Normalization: scaling level of ODF

● Onset decision rule
○ Peaks above thresholds are determined as onsets
○ The median-based threshold is commonly used

Low-pass Filtering  (Solid line)
(Tzanetakis, 2010)

threshold =α +β ⋅median(ODF) α : offset,β : scaling
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Challenging Issue in Onset Detection: Vibrato 

Onset detection using spectral flux



SuperFlux

● A state-of-the-art rule-based onset detection function

● Step1: use a log-frequency-scaled spectrogram
○ Make harmonic partials have the same extent of vibrato contour

● Step2: max-filtering 
○ Take the maximum in a window on the frequency axis
○ Aa a result, The vibrato contours become thicker 

𝑌 𝑛,𝑚 = log 1 + 𝑋 𝑛, 𝑘 - 𝐹 𝑘,𝑚 𝑋 𝑛, 𝑘 : STFT, 𝐹 𝑘,𝑚 : constant-Q filter bank

𝑌!"# 𝑛,𝑚 = max(𝑌 𝑛,𝑚 − 𝑙:𝑚 + 𝑙 )

Maximum Filter Vibrato Suppression For Onset Detection, Sebastian Böck and Gerhard Widmer, DAFx, 2013



SuperFlux
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SuperFlux

● Step3: Super-flux
○ Take the spectral flux but the time difference 𝜇 is determined by how much 

two neighboring frames overlap with each other (hop size and window size)
○ 𝜇 increases as the two neighboring frames have more overlap

● Step 4: pick-picking: mean filter and maximum filter
○ 1) 𝑆𝐹∗ (𝑛) = max(𝑆𝐹∗ 𝑛 − 𝑝𝑟𝑒DEF: 𝑛 + 𝑝𝑜𝑠𝑡DEF )
○ 2) 𝑆𝐹∗ (𝑛) ≥ mean(𝑆𝐹∗ 𝑛 − 𝑝𝑟𝑒EGH: 𝑛 + 𝑝𝑜𝑠𝑡EGH ) + 𝛿
○ 3) 𝑛 − 𝑛IJKGLMNOPMQOKR > 𝑐𝑜𝑚𝑏𝑖𝑛𝑎𝑡𝑖𝑜𝑛 𝑤𝑖𝑑𝑡ℎ

𝑆𝐹∗(𝑛) = 8
%&'
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𝐻(𝑌 𝑛 + 𝜇, 𝑘 − 𝑌 𝑛, 𝑘 ) 𝜇 = max(1,
(𝑁2 − min 𝑛 𝑤 𝑛 > 𝑟 )
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+ 0.5

(0 ≤ 𝑟 ≤ 1)

Maximum Filter Vibrato Suppression For Onset Detection, Sebastian Böck and Gerhard Widmer, DAFx, 2013
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Onset Detection: RNN

● Binary classification using Bi-directional LSTM
○ Input: spectral flux of mel-spectrograms with two different window sizes
○ After training the Bi-LSTM, a peak-detection rule is used to find the final 

onsets 

Universal Onset Detection with Bidirectional Long Short-Term Memory Neural Networks, Eyben Eyben, Sebastian Bock, Bjorn Schuller, Alex Graves 
ISMIR, 2010

3.2 Recurrent neural networks

Another technique for introducing past context to neural
networks is to add backward (cyclic) connections to FNNs.
The resulting network is called a recurrent neural network
(RNN). RNNs can theoretically map from the entire his-
tory of previous inputs to each output. The recurrent con-
nections form a kind of memory, which allows input values
to persist in the hidden layer(s) and influence the network
output in the future. If future context is also necessary re-
quired, a delay between the input values and the output
targets can be introduced.

3.3 Bidirectional recurrent neural networks

A more elegant incorporation future context is provided by
bidirectional recurrent networks (BRNNs). Two separate
hidden layers are used instead of one, both connected to the
same input and output layers. The first processes the input
sequence forwards and the second backwards. The net-
work therefore has always access to the complete past and
the future context in a symmetrical way, without bloating
the input layer size or displacing the input values from the
corresponding output targets. The disadvantage of BRNNs
is that they must have the complete input sequence at hand
before it can be processed.

3.4 Long Short-Term Memory

Although BRNNs have access to both past and future in-
formation, the range of context is limited to a few frames
due to the vanishing gradient problem [11]. The influence
of an input value decays or blows up exponentially over
time, as it cycles through the network with its recurrent
connections and gets dominated by new input values.

Forget
Gate

Output
Gate

Input

Input
Gate•

•

•

1.0

Output

Memory
Cell

Figure 2. An LSTM block with one memory cell

To overcome this deficiency, a method called Long Short-
Term Memory (LSTM) was introduced in [13]. In an LSTM
hidden layer, the nonlinear units are replaced by LSTM
memory blocks (Figure 2). Each block contains one or
more self connected linear memory cells and three multi-
plicative gates. The internal state of the cell is maintained
with a recurrent connection of constant weight 1.0. This
connection enables the cell to store information over long

periods of time. The content of the memory cell is con-
trolled by the multiplicative input, output, and forget gates,
which – in computer memory terminology – correspond
to write, read, and reset operations. More details on the
training algorithm employed, and the bidirectional LSTM
architecture in general can be found in [10].

4. PROPOSED APPROACH

This section describes our novel approach for onset de-
tection in music signals, which is based on bidirectional
Long Short-Term Memory (BLSTM) recurrent neural net-
works. In contrast to previous approaches it is able to
model the context an onset occurs in. The properties of
an onset and the amount of relevant context are thereby
learned from the data set used for training. The audio data
is transformed to the frequency domain via two parallel
STFTs with different window sizes. The obtained mag-
nitude spectra and their first order differences are used as
inputs to the BLSTM network, which produces an onset
activation function at its output. Figure 3 shows this basic
signal flow. The individual blocks are described in more
detail in the following sections.

STFT & 
Difference

STFT & 
Difference

BLSTM 
Network

Peak
detectionSignal Onsets

Figure 3. Basic signal flow of the new neural network
based onset detector

4.1 Feature extraction

As input, the raw PCM audio signal with a sampling rate of
fs = 44.1 kHz is used. To reduce the computational com-
plexity, stereo signals are converted to a monaural signal
by averaging both channels. The discrete input audio sig-
nal x(t) is segmented into overlapping frames of W sam-
ples length (W = 1024 and W = 2048, see Section 4.2),
which are sampled at a rate of one per 10 ms (onset an-
notations are available on a frame level). A Hamming
window is applied to these frames. Applying the STFT
yields the complex spectrogram X(n, k), with n being the
frame index, and k the frequency bin index. The com-
plex spectrogram is converted to the power spectrogram
S(n, k) = |X(n, k)|2.

The dimensionality of the spectra is reduced by apply-
ing psychoacoustic knowledge: a conversion to the Mel-
frequency scale is performed with openSMILE [8]. A fil-
terbank with 40 triangular filters, which are equidistant on
the Mel scale, is used to transform the spectrogram S(n, k)
to the Mel spectrogram M(n, m). To match human per-
ception of loudness, a logarithmic representation is cho-
sen:

Mlog(n, m) = log (M(n, m) + 1.0) (1)
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The positive first order difference D+(n, m) is calcu-
lated by applying a half-wave rectifier function H(x) =
x+|x|

2
to the difference of two consecutive Mel spectra:

D+(n, m) = H (Mlog(n, m) ! Mlog(n ! 1, m)) (2)

4.2 Neural Network stage

As a neural network, an RNN with BLSTM units is used.
As inputs to the neural network, two log Mel-spectrograms
M23

log(n, m) and M46
log(n, m) (computed with window sizes

of 23.2 ms and 46.4 ms (W = 1024 and W = 2048 sam-
ples), respectively) and their corresponding positive first
order differences D+

23s(n, m) and D+
46s(n, m) are applied,

resulting in 160 input units. The network has three hidden
layers for each direction (6 layers in total) with 20 LSTM
units each. The output layer has two units, whose outputs
are normalised to both lie between 0 and 1, and to sum
to 1, using the softmax function. The normalised outputs
represent the probabilities for the classes ‘onset’ and ‘no
onset’. This allows the use of the cross entropy error crite-
rion to train the network [10]. Alternative networks with a
single output, where a value of 1 represents an onset frame
and a value of 0 a non-onset frame, which are trained us-
ing the mean squared output error as criterion, were not as
successful.

4.2.1 Network training

For network training, supervised learning with early stop-
ping is used. Each audio sequence is presented frame by
frame (in correct temporal order) to the network. Stan-
dard gradient descent with backpropagation of the output
errors is used to iteratively update the network weights.
To prevent over-fitting, the performance (cross entropy er-
ror, cf. [10]) on a separate validation set is evaluated af-
ter each training iteration (epoch). If no improvement of
this performance over 20 epochs is observed, the training
is stopped and the network with the best performance on
the validation set is used as the final network. The gradi-
ent descent algorithm requires the network weights to be
initialised with non zero values. We initialise the weights
with a random Gaussian distribution with mean 0 and stan-
dard deviation 0.1. The training data, as well as validation
and test sets are described in Section 5.

4.3 Peak detection stage

A network obtained after training as described in the previ-
ous section is able to classify each frame into two classes:
‘onset’ and ‘no onset’. The standard method of choosing
the output node with the highest activation to determine
the frame class has not proven effective. Hence, only the
output activation of the ‘onset’ class is used. Thresholding
and peak detection is applied to it, which is described in
the following sections:

4.3.1 Thresholding

One problem with existing magnitude based reduction func-
tions (cf. Section 2) is that the amplitude of the detection

Figure 4. Top: log Mel-spectrogram with ground truth on-
sets (vertical dashed lines). Bottom: network output with
detected onsets (marked by dots), ground truth onsets (dot-
ted vertical lines), and threshold ! (horizontal dashed line).
4 s excerpt from ‘Basement Jaxx - Rendez-Vu’.

function depends on the amplitude of the signal or the mag-
nitude of its short time spectrum. Thus, to successfully
deal with high dynamic ranges, adaptive thresholds must
be used when thresholding the detection function prior to
peak picking. Similar to phase based reduction functions,
the output activation function of the BLSTM network is
not affected by input amplitude variations, since its value
represents a probability of observing an onset rather than
representing onset strength. In order to obtain optimal clas-
sification for each song, a fixed threshold ! is computed
per song proportional to the median of the activation func-
tion (frames n = 1 . . . N ), constrained to the range from
!min = 0.1 to !max = 0.3:

!! = " · median{ao(1), . . . , ao(N)} (3)
! = min (max (0.1, !!) , 0.3) (4)

with ao(n) being the output activation function of the
BLSTM neural network for the onset class, and the scaling
factor " chosen to maximise the F1-measure on the valida-
tion set. The final onset function oo(n) contains only the
activation values greater than this threshold:

oo(n) =

!
ao(n) for ao(n) > !

0 otherwise
(5)

4.3.2 Peak picking

The onsets are represented by the local maxima of the on-
set detection function oo(n). Thus, using a standard peak
search, the final onset function o(n) is given by:

o(n) =

!
1 for oo(n ! 1) " oo(n) # oo(n + 1)

0 otherwise
(6)

592
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Onset Detection: CNN

● Binary classification using 2D CNN
○ Input: mel-spectrograms with three different window sizes
○ Output: the binary output is determined on the center of input (15 frames) 
○ Filter size of the first conv layer: wide in time and narrow in frequency 

...

3 input
channels
(15x80)

10 feature
maps
(9x78)

convolve (7x3) max-pool (1x3)

10 feature
maps
(9x26)

convolve (3x3)

20 feature
maps
(7x24)

max-pool (1x3)

20 feature
maps
(7x8)

fully connected fully connected

256
sigmoid
units

sigmoid
output
unit

... ...

Fig. 2: One of the Convolutional Neural Network architectures used in this work. Starting from a stack of three spectrogram excerpts,
convolution and max-pooling in turns compute a set of 20 feature maps classified with a fully-connected network.

imum value in non-overlapping 2x2 pixel cells. This both reduces
the amount of data and introduces some translation invariance. To
be used for classification, the computation chain of a CNN ends in
a fully-connected network that integrates information across all lo-
cations in all feature maps of the layer below. When introduced,
this type of architecture set the state-of-the-art in handwritten digit
recognition [19], and still defines the state-of-the-art on several com-
puter vision tasks [20].

3.2. Application to Onset Detection

To be used as an onset detector, we train a CNN on spectrogram
excerpts centered on the frame to classify, giving binary labels to
distinguish onsets from non-onsets (see Fig. 2).

Computer vision usually uses square filters, and square pooling.
In spectrograms, the two dimensions represent two different modal-
ities, though, and we found rectangular shapes to be more effective
(cf. [18]). In particular, as the task mostly entails finding changes
over time, we use filters wide in time and narrow in frequency, and
as the task requires results of high time resolution, but is oblivious
to frequency, we perform max-pooling over frequencies only.

Computer vision often handles color images, presenting the in-
put such that each neuron has access to the same local region in all
color channels (e.g., red, green, and blue). Here we train on a stack
of spectrograms instead, with different window sizes, but the same
frame rate, and reduced to the same number of frequency bands with
logarithmic filter banks. This way each neuron can combine infor-
mation of high temporal and high frequency accuracy for its location.

To detect onsets in a test signal, we compute the spectrograms
and feed them to the network (instead of giving excerpts of the size
used in training, we can apply the convolution and pooling opera-
tions to the full input at once), obtaining an onset activation function
over time. This function is smoothed by convolution with a Ham-
ming window of 5 frames, and local maxima higher than a given
threshold are reported as onsets.

3.3. Training methodology

We train our networks using mini-batch gradient descent with mo-
mentum, minimizing cross-entropy error. As an extension to our ex-
periments in [1], for each training case we randomly drop 50% of the
inputs of the two fully-connected layers and double the remaining
connection weights, to improve generalization and avoid the need
for early stopping (see [21]). As another extension, we note that for
our spectrogram frame rate (100 Hz), assigning each annotated onset

to a single frame may be inappropriate – some annotations are not
accurate enough, and some onsets are not that sharp –, so we assign
it to three frames instead, weighting the extra frames less in training.
We will investigate the effect of our extensions in the experiments.

4. EXPERIMENTAL RESULTS

Starting from the initial experiment of [1], we perform several mod-
ifications to both architecture and training, yielding a further im-
provement over the previous state of the art. We will report on
these improvements in detail after describing the data and evalua-
tion method.

4.1. Data

We evaluate our networks on a dataset of about 102 minutes of mu-
sic annotated with 25,927 onsets detailed in [22, p. 4] and also used
in [5]. It contains monophonic and polyphonic instrumental record-
ings as well as popular music excerpts. Following [11], we compute
three magnitude spectrograms with a hop size of 10 ms and window
sizes of 23 ms, 46 ms and 93 ms. We apply an 80-band Mel filter
from 27.5 Hz to 16 kHz and scale magnitudes logarithmically. We
normalize each frequency band to zero mean and unit variance (con-
stants computed on a hold-out set). The network input for a single
decision consists of the frame to classify plus a context of ±70ms
(15 frames in total), from all three spectrograms, which is about the
context we found the RNN of [10] to use.

4.2. Evaluation

As in [22, 5], a reported onset is considered correct if it is not farther
than 25 ms from an unmatched target annotation; any excess detec-
tions and targets are false positives and negatives, respectively. From
the precision/recall curve obtained by varying the threshold, we re-
port metrics for the point of optimal F-score only. As in [22, 5], all
results are obtained in 8-fold cross-validation.

4.3. Initial Architecture

Our initial architecture from [1] is depicted in Fig. 2: From the 3-
channel spectrogram excerpts of 15 frames by 80 bands, a convo-
lutional layer with filters of 7 frames by 3 bands (by 3 channels)
computes 10 feature maps of 9 frames by 78 bands. The next layer
performs max-pooling over 3 adjacent bands without overlap, reduc-
ing the maps to 26 bands. Another convolutional layer of 3⇥3 filters

Improved musical onset detection with Convolutional Neural Networks, Jan Schlüter and Sebastian Böck, ICASSP, 2014



Onset Detection: CNN

● Well-designed CNN is powerful 

● CNN is more interpretable
○ Learn the time difference of mel-spectrogram 

(similar to spectral flux)

Improved musical onset detection with Convolutional Neural Networks, Jan Schlüter and Sebastian Böck, ISMIR, 2014

Precision Recall F-score
RNN [10, 5] 0.892 0.855 0.873
CNN [1] 0.905 0.866 0.885
+ Dropout 0.909 0.871 0.890
+ Fuzziness 0.914 0.885 0.899
+ ReLU 0.917 0.889 0.903
SuperFlux [5] 0.883 0.793 0.836

Table 1: Performance of the state-of-the-art RNN compared to the
proposed CNN and a hand-designed method. See Sections 4.3–4.6
for details on rows 2–5.

and another 3-band max-pooling layer result in 20 maps of 7 frames
by 8 bands (1120 neurons in total). These are processed by a fully-
connected layer of 256 units and a final fully-connected layer of a
single output unit predicting onsets. Both convolutional layers use
the tanh nonlinearity (with a scalar bias per feature map), and the
fully-connected layers use the logistic sigmoid.

The network is trained in mini-batches of 256 examples, for 100
epochs, using a fixed learning rate of 0.05, and an initial momentum
of 0.45, linearly increased to 0.9 between epochs 10 and 20.

It achieves an F-score of 88.5%, about one percent point above
the state-of-the-art RNN (Table 1, rows 1–2). (Trained on single-
channel spectrograms, both models lose about one percent point.)

4.4. Bagging and Dropout

Bagging is a straightforward way to improve the performance of a
classifier without changing its architecture: Training four RNNs and
averaging their outputs gives a slight improvement to 87.7% F-score.
Similarly, bagging two of our CNNs improves results to 89.1%, but
four CNNs perform the same. A single CNN with twice the number
of units in each layer overfits and obtains 87.9% only. Jointly train-
ing two CNNs connected to the same output unit does not overfit, but
is inferior to training them separately. We conclude that the benefit
of bagging over simply enlarging the network does not stem from the
fact that its constituent parts do not overfit, but that they are forced
to solve the task on their own – when training two CNNs jointly, the
second will not receive any learning signal when the first produces
the correct answer with high confidence and vice versa.

The same holds for the hidden units within each CNN. An el-
egant way to ensure that each unit receives a learning signal and
is encouraged to solve its task independently of its peers is using
dropout [21]: For each training case, half of the units are omitted
from the network (cheaply accomplished by masking their output),
chosen at random, and remaining weights are doubled to compen-
sate. Applying this to the inputs of the two fully-connected layers
and increasing the learning rate to 1.0, multiplied with 0.995 after
each epoch, yields 89.0% F-score. Note that dropout does not incur
any higher costs at test time, while bagging two CNNs is twice as
expensive. Another key advantage is that it prevents overfitting, al-
lowing us to fix training time to 300 epochs and try different setups
without the need for early stopping on a validation set.

4.5. Fuzzier Training Examples

Onsets are annotated as time points. For training, we associate each
annotation with its closest spectrogram frame and use this frame
(along with its ±7 frames of context) as a positive example, and all
others as negative examples. Some onsets have a soft attack, though,

or are not annotated with 10ms precision, resulting in actual onsets
being presented to the network as negative training examples. To
counter this, we would like to train on less sharply defined ground
truth. One solution would be to replace the binary targets with sharp
Gaussians and turn the classification problem into a regression one,
but preliminary experiments on the RNN showed no improvement.
Instead, we define a single frame before and after each annotated
onset to be additional positive examples. To still teach the network
about the most salient onset position, these examples are weighted
with only 25% during training. This measure improves F-score to
89.9%, using a higher detection threshold than before. Simply ex-
cluding 1 or 2 frames around each onset from training, letting the
network freely decide on those, works just slightly worse.

4.6. Rectified Linear Units

Both the hand-designed SuperFlux algorithm [5] and the state-of-
the-art RNN [10] build on precomputed positive differences in spec-
tral energy over time. Replacing the tanh activation function in the
convolutional layers with the linear rectifier y(x) = max(0, x) pro-
vides a direct way for the CNN to learn to compute positive differ-
ences in its spectral input, and has been generally shown useful for
supervisedly trained networks [23]. In our case, it improves F-score
to our final result of 90.3%. Using rectified linear units for the fully-
connected hidden layer as well reduces performance to 89.6%.

5. INTROSPECTION

While we have developed a state-of-the-art musical onset detector
that is perfectly usable as a black box, we would like to know how
it works. In particular, we hope to gain some insights on why it is
better than existing hand-crafted algorithms, and possibly learn from
its solution to improve these algorithms.

For this purpose, we train a CNN with the second convolutional
layer and max-pooling layer removed to make it easier to interpret,
and tanh units for the remaining convolutional layer (dropout and
fuzziness as before). It achieves 88.8% F-score, which is still far
superior to the SuperFlux algorithm (Table 1, last row), making it an
interesting model to study. We will visualize both the connections
learned by the model and its hidden unit states on test data to under-
stand its computations. To guide us, we will start at the output unit
and work our way backwards through the network, concentrating on
the parts that contribute most to its classification decisions.

5.1. Output Unit

The output unit computes a weighted sum of the 256 hidden unit
states below, then applies the logistic sigmoid function, resulting in
a value between 0.0 and 1.0 interpretable as an onset probability.
Fig. 3b shows this output over time for two well-chosen test signals:
One rich in percussive onsets, the other in transient-free harmonic
ones.1 Except for a false positive in the latter, the network output
well matches the ground truth.

To understand how the output is driven by the 256 hidden units,
we visualize their states for the two signals, ordered by connection
weight to the output unit (Fig. 3c). Interestingly, the most strongly
connected units (near the top and bottom border) are hardly active
and do not seem to be useful for these examples – they may have
specialized to exotic corner cases in the training data. In contrast, a
large number of units with small connection weights (near the sign

1http://ofai.at/~jan.schlueter/pubs/2014_icassp/

(Eyben et al. 2010)

(Schlüter and Böck, 2014)

change prominently visible in the figure) clearly reflects the onset lo-
cations. Comparing states for the two signals, we see that a number
of positively connected units (below the sign change) detect percus-
sive onsets only, while others also detect harmonic ones.

5.2. Fully-Connected Hidden Layer

Having identified the most interesting hidden units (the ones near the
sign change), we will investigate what they compute. Fig. 3d visu-
alizes the connections of two units to the feature maps in the layer
below. The second one displays a sharp wide-band off-on-off con-
nection to the fourth map, and similarly sharp connections to other
maps. It is good in detecting percussive onsets, which are short wide-
band bursts. The first unit computes more long-term differences, no-
tably in the first and ninth map, and manages to capture harmonic
onsets. Other units look very similar to the two types shown, with
variations in timing and covered frequency bands.

5.3. Convolutional Layer

To close the remaining gap to the input, we will study the feature
maps computed by the convolutional layer. From the previous inves-
tigation, maps 4 and 9 seem to play an important role. For the first
signal, map 4 highlights the onsets very sharply (Fig. 3e). Looking at
the corresponding filter (Fig. 3g), it seems to detect energy bursts of
1 to 3 frames in the mid-sized spectrogram, and compute a temporal
difference in the long-window one. Map 9 also computes this tem-
poral difference and contrasts it against a slightly offset difference in
the short-window spectrogram (Fig. 3h). While still very fuzzy, this
enhances onsets of the second signal (Fig. 3f).

5.4. Insights

Although our inspection was highly selective, covering a small part
of the network only, we formed a basic intuition of what it does. Like
spectral flux based methods, the network computes spectral differ-
ences over time. In doing so, it adapts the context to the spectrogram
window length, which was also found to be crucial in [5]. And like
[4], the CNN separates the detection of percussive and pitched on-
sets. As a novel feature, the network computes the difference of
short- and long-window spectrograms to find onsets. However, im-
itating this is not enough to build a good onset detector. In fact,
the key factor seems to be that the network combines hundreds of
minor variations of the same approach, something that cannot be re-
produced with hand-designed algorithms.

6. DISCUSSION

Through a combination of recent neural network training methods,
we significantly advanced the state of the art in musical onset de-
tection. Analyzing the learned model, we find that it rediscovered
several ideas used in hand-designed methods, but is superior by com-
bining results of many slightly different detectors. This shows that
even for easily understandable problems, labelling data and applying
machine learning may be more worthwhile than directly engineering
a solution. Further improvements may be achieved by training larger
networks, by trying other filter shapes, by regularizing the convolu-
tional layers [24], and by including phase information. More insights
might be won by recent CNN visualization techniques [25, 26]. An-
other direction for future research is to combine ideas from CNNs
with RNNs, such as local connectivity and pooling, to obtain a state-
of-the-art model suitable for low-latency real-time processing.

(a) input spectrograms (mid-sized window length only)

(b) network output (blue line) and ground truth (vertical red bars)

(c) penultimate layer states ordered by connection weight to out-
put, from strongly negative (top) to strongly positive (bottom)

(d) weights of two penultimate layer units: each block shows con-
nections to one of the ten feature maps in the layer below, with
time increasing from left to right, frequency from bottom to top,
red and blue denoting negative and positive weights, respectively

(e) feature map 4 for the first
signal (after pooling and tanh)

(f) feature map 9 for the second
signal (after pooling and tanh)

(g) filter kernel for map 4: three
7 ⇥ 3 blocks for the three input
spectrograms (mid, short, long)

(h) filter kernel for map 9: three
7 ⇥ 3 blocks for the three input
spectrograms (mid, short, long)

Fig. 3: Network weights and states for two test signals (see Sect. 5).
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Tempo Estimation Methods

● Traditional methods
○ Find the periodicity of the onset detection function using auto-correlation or 

DFT

● Classification-based methods
○ Multi-class classification: quantized tempo into multiple classes
○ Tempo is often obtained as a by-product of beat tracking



Tempo Estimation: Auto-Correlation

● ACF is a generic method to detect periodicity of a signal
○ Thus, this can be applied to ODF to find a dominant period that may 

correspond to tempo
○ The ACF shows the dominant peaks that indicate dominant tempi
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Tempo Estimation Using Tempo Prior

● Tempo is estimated by multiplying the prior with the auto-correlation 
(observation)
○ The auto-correlation corresponds to a likelihood function
○ Tempo prior can be calculated from beat annotations of a dataset

■ The distribution fits to a log-normal distribution well

Histogram of beats from a dataset  

[D. Ellis’ e4896 slides]

(Klapuri, 2003)



Predominant Local Periodicity (PLP)

● The shape of the onset detection functions is spiky

● Model the onset function using a windowed “sinusoid”

● Algorithm
○ Step 1: compute the spectral flux (ODF)
○ Step 2: Find a local sinusoidal kernel that has 

the maximum correlation

○ Step 3: sum the local sinusoidal kernels

Computing Predominant Local Periodicity Information In Music Recordings, P. Grosche, and M. Muller, ISMIR, 2009

ODF

frequency

phase



Tempogram

● 2D time-tempo representation
○ Computed by taking STFT on PLP
○ Tempo (BPM) = 60A 𝑓 = 60/𝑃

■ 𝑓 is the frequency of PLP
■ 𝑃 is the period of PLP
■ Example:  1 sec = 60 BPM 

● Visualize local tempo changes effectively
○ e.g., Rubato

Cyclic Tempogram – A Mid-Level Tempo Representation For Music Signals, P. Grosche, M. Muller, and Frank Kurth, ICASSP, 2010



Cyclic Tempogram

● Sum the tempogram for integer multiples of a reference tempo based on 
octave equivalence in tempo 
○ Up to four octaves 
○ Example: if 60 BPM is the reference tempo

■ 60 to 120 à scaled to 1 to 2
■ 120 to 240 à scaled to 1 to 2
■ 240 to 480 à scaled to 1 to 2

○ Similar to chromagram
■ Frequency à pitch class 

Cyclic Tempogram – A Mid-Level Tempo Representation For Music Signals, P. Grosche, M. Muller, and Frank Kurth, ICASSP, 2010



Tempo Estimation by Classification

● A CNN model to classify a long audio segment
into one of tempo classes

A Single-Step Approach to Musical Tempo Estimation Using a Convolutional Neural Network, Hendrik Schreiber, Meinard Muller, ISMIR, 2018

1x5 filter
(Onset detector) 

GoogLeNet style Multi Filters



Beat Tracking Methods

● Dynamic programming 
○ Find the optimal ”tapping” path over time

● Classification-based approach
○ Detect beats or non-beats

beat

Best Tracking by Dynamic programming 



● Find the optimal “tapping” path on music (the best “hopping” path over 
time)

○ 𝐶 𝑡L :  onset strength function

○ 𝐹(∆𝑡, 𝑇): tempo (𝑇) consistency score: e.g. 𝐹 ∆𝑡, 𝑇 = −(𝑙𝑜𝑔 ∆R
T
)U

■ Corresponds to the inverse of “transition cost” 

Beat Tracking by Dynamic Programming

max
{,!,…,,"}
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1

Beat Tracking by Dynamic Programming Dan Ellis, Journal of New Music Research, 2007



Beat Tracking by Dynamic Programming

● Define 𝐷 𝑡 as best score up to time 𝑡 and compute it for every 𝑡

● Store the time that returns maximum score 𝑃 𝑡

● At the end of the sequence, trace back 𝑃 𝑡 which returns the best path 
𝑡!
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𝑃 𝑡 = argmax
3

{𝛼𝐹 𝑡 − 𝜏, 𝑇 + 𝐶∗ 𝜏 }

𝐷 𝑡 = 𝐶 𝑡 + max
3
{𝛼𝐹 𝑡 − 𝜏, 𝑇 + 𝐷 𝜏 }



Beat Tracking: RNN

● Joint detection of beat and downbeat (many-to-many RNN)
○ Mel-spectrogram input with three different window sizes

■ High time-resolution from a short window (precise beat timings)
■ High frequency-resolution from a long window (tonal changes)

○ 3 layers of LSTM-RNN (25 dim)
○ 3-way classification with the softmax output

■ Downbeat, beat and non-beat
○ The output was further improved using a language model

■ The language model was trained only with the output labels
■ Find the most likely beat sequence given a chunk of the softmax

prediction probabilities (acoustic model)
■ Similar to speech recognition

Joint Beat and Downbeat Tracking with Recurrent Neural Networks, Sebastian Böck, Florian Krebs, and Gerhard Widmer, ISMIR, 2016



Temporal Convolutional Networks

● Increase the input context size using dilated convolution
○ The distance of filter tap increases exponentially as the layer goes up 

■ The receptive filter size also increases exponentially
○ TCNs can be trained far more efficiently than RNNs and with much less 

number of weights

Temporal Convolutional networks
Multi-task learning of tempo and beat: learning one to improve the other, Sebastian Böck, Matthew EP Davies, and Peter Knees, ISMIR, 2019



Beat Tracking: CNN+TCN

● Architecture
○ Log-frequency spectrogram
○ CNN à 16D output
○ TCN: inspired by WaveNet

(but, it is a non-causal form)

Multi-task learning of tempo and beat: learning one to improve the other, Sebastian Böck, Matthew EP Davies, and Peter Knees, ISMIR, 2019



Resources

● ISMIR 2021 Tutorial: 
○ https://tempobeatdownbeat.github.io/tutorial/intro.html

● Software
○ Madmom: https://madmom.readthedocs.io/
○ Librosa: https://librosa.org/doc/main/beat.html

https://tempobeatdownbeat.github.io/tutorial/intro.html
https://madmom.readthedocs.io/
https://librosa.org/doc/main/beat.html

